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Abstract
Parallelism and concurrency are important topics that, ac-
cording to ACM guidelines, should be part of any under-
graduate computer science education. At Grinnell College,
these concepts are covered in CSC 213, the operating sys-
tems course. In this course, students complete a series of
four labs on concurrency to learn the basics of threads and
data-parallel computation, how to deal with concurrency
errors, and how to write efficient, scalable parallel code. This
paper describes these labs and our experience using them
for three sections of CSC 213.

CCS Concepts • Software and its engineering → Mul-
tithreading; • Social and professional topics → Com-
puter science education.
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1 Introduction
The ACM CS 2013 curricular guidelines include Parallel
and Distributed Computing as one of 18 areas of knowledge
that all undergraduate computer science curricula should
cover [2]. At Grinnell College, students learn the basics of
concurrent and parallel programming in CSC 213, the oper-
ating systems course. This course is designed around a series
of weekly labs, which require students to complete a larger
implementation task that builds on concepts from in-class
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discussion and readings in the course text, Operating Sys-
tems: Three Easy Pieces [1]. The concurrency and parallelism
unit in CSC 213 consists of four labs: theWorm! lab, which
introduces concurrency with cooperative multitasking; the
Password Cracker lab, which asks students to use threads to
speed up an embarrassingly-parallel computation; the Par-
allel Data Structures lab, which asks students to implement
three thread-safe data structures; and the Sudoku Solver lab,
which asks students to implement a data-parallel sudoku
solver that runs on the GPU. This paper describes this lab
sequence in detail and discusses our experience with the
four-lab sequence over three offerings of the CSC 213.
Students who take CSC 213 have completed an intro-

ductory course that teaches functional programming with
Racket, and a second course that introduces imperative pro-
gramming using C. CSC 213 meets for 110 minutes three
days a week, with one designated lab day each week. Lab
days begin with a brief introduction to the lab and time for
questions and clarifications before students begin working
on the lab. Students can ask for assistance from the instructor
or course mentors, upper-level undergraduates who have
previously taken CSC 213. Most groups do not finish labs in
class, and must spend a few hours each week to complete
labs outside of class. Students who run into issues can ask
for help in office hours with the instructor or mentors.
Prior to the unit on concurrency, students taking CSC

213 have seen material covering memory management, vir-
tual memory, processes, scheduling, and some basic POSIX
programming that goes beyond the small subset of POSIX
they saw in the second introductory course. While it is im-
portant for students to understand some basic POSIX func-
tions, and to have practiced good memory management in
C, the concurrency unit is largely independent of the rest
of the course and could be adopted in other courses with-
out significant changes. All lab materials described in this
paper are available under a Creative Commons license at
https://github.com/ccurtsinger/concurrency-labs.

2 Concurrency Labs
This section describes the four-lab sequence used to intro-
duce concurrency in CSC 213. Each lab includes a discussion
of our experience using this lab, along with any plans for fu-
ture revisions. Reflections on the sequence as a whole, along
with an assessment of the sequence, appear in section 3.
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2.1 Worm! Lab
Students’ first experience with concurrency in CSC 213 is
with theWorm! lab. This lab asks students to implement a
simple cooperative multitasking scheduler to run a clone of
the classic game Snake. This lab was developed in spring
2016, and significantly revised for spring 2018.
The primary goal of the first lab is to introduce the task-

parallel programming model. The decomposition of a game
into concurrent tasks makes the game code easily under-
standable, and gives students an opportunity to practice
reasoning about concurrently-executing operations. The co-
operative multitasking interface makes atomicity violations
nearly impossible—only the three blocking functions break
atomicity—and the provided game is not sensitive to order
violations, nor does it contain any deadlock bugs. This al-
lows students to focus exclusively on the basic notion of
concurrency before moving on to more difficult issues.

The starter code for the lab includes a complete implemen-
tation of the Worm! game, broken down into six concurrent
tasks. The game includes tasks to draw the game board, read
user input, move the worm forward, create apples at random
locations on the board, update the board to animate some
game elements, and a main task that creates and waits for the
game tasks. Students implement a cooperative multitasking
system to run these tasks. Their final implementation runs
all of the game’s tasks on a single thread, switching between
tasks only when the currently-running task blocks. The inter-
face includes a task_create function that creates a new task
that runs a function passed in as a parameter; this interface
is designed to mirror the pthread_create function.
The starter code includes a skeleton implementation of

the task_create function that uses the POSIX functions
getcontext and makecontext to set up a context for a new
task. The starter code also uses a fixed-size array of task
information structs to keep track of task contexts, but stu-
dents will need to add fields to this struct to keep track of
task state. In addition to theWorm! game, the starter code
includes four smaller programs that make it possible for stu-
dents to test their multitasking code as they work through
the list of features required to run the Worm! game.

Students are also responsible for implementing the three
blocking functions: task_wait, which waits for another task
to complete; task_sleep, which pauses a task for a speci-
fied time; and task_readchar, which blocks a task until it
reads a character of user input. Whenever a task blocks, the
implementation must identify a new task to run, then switch
to that task using the POSIX swapcontext function.

2.1.1 Experience and Future Revisions
The Worm! lab was originally introduced to focus only on
scheduling. The main game logic is largely unchanged, but
the lab was rewritten to use a pthreads-like interface for
spring 2018. This shift in focus has been quite successful;

students appear to be quite comfortable thinking about the
seemingly-independent actions happening within a game
(animations, player movement, environment changes, etc.)
as concurrently-executing tasks. While a number of students
reported that this was among the more difficult labs in the
course, students did not seem to struggle with the POSIX
swapcontext calls required to implement the multitasking
interface required for the game.
For spring 2019, the lab was shifted one day prior to stu-

dents’ first introduction to threads. This change happened
partly due to scheduling constraints, but turned out to be
surprisingly successful. Introducing concurrency before par-
allelism led to some interesting in-class discussions about the
differences between these two concepts, which in previous
offerings of the course were largely intertwined.

This lab has been successful in its current state, although
there are likely to be some slight revisions to the lab instruc-
tions. However, grading this lab is likely to receive some
additional attention. Grading the worm lab is essentially a
manual process, although it is easier than one might imagine.
Playing the game stresses all three of the blocking opera-
tions in the multitasking interface; buggy implementations
will appear broken almost immediately, with either jittery
movement, tasks that do not run, or crashes. Diagnosing the
root cause of a broken implementation and assigning partial
credit is a time-consuming process. Our hope is to write a set
of automated tests to check for common bugs in the future.

2.2 Password Cracker Lab
The second concurrency lab in CSC 213 is the Password
Cracker lab, which was first introduced in spring 2017. Stu-
dents are given a file with usernames and MD5-hashed pass-
words; they must write a program that can expose the plain-
text passwords as quickly as possible. The primary goals for
this lab are to introduce students to the pthreads API, and
to show them how parallelism can be used to speed up an
embarrassingly-parallel task. This lab introduces students to
the data-parallel model, following on from the task-parallel
model introduced in theWorm! lab. As with theWorm! lab,
the structure of this lab avoids common pitfalls in concur-
rency, which are the focus of our next lab.
The starter code for this lab includes a scaffold for a pro-

gram that breaks either a single password hash or a list of
hashes, depending on command line arguments. Students
first must implement the logic to break a single password
hash. To break a single password, students must write code
to generate all possible passwords according to the password
formula; to keep runtimes reasonably short, passwords for
this lab are exactly six lowercase alphabetic characters. The
starter code includes example invocations of the MD5 func-
tion from OpenSSL, as well as code that shows how to safely
compare hash values to check for a hash match.
Once students have single password cracking working,

they can move on to cracking a list of passwords. The starter
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code reads in the list of passwords, but students are responsi-
ble for implementing the data structure that stores the given
usernames and hashed passwords. Once this data structure
is in place, incorporating the logic to generate and check
candidate passwords against the password list is easy.

Finally, students move on to the portion of the lab where
they divide work up between threads to crack passwords
faster. The main challenges at this stage of the lab are dealing
with the pthreads API, and deciding how to divide work
up between threads. The fastest implementations assign a
range of candidate passwords to each thread. In this design, a
thread generates a candidate password, hashes it, then checks
this hash against all the hashed passwords provided in the
input file. An alternative design that comes up regularly is
to divide the list of hashed passwords. In this design, each
thread generates all the possible passwords, but only has
to check hashed passwords against a fraction of the input
password list. It has been helpful to ask students to consider
the amount of work each thread must do in the two designs,
which typically leads students toward a reasonable division
of work across the threads.
The Password Cracker lab is graded automatically with a

Gradescope autograder [5]. The autograder generates 300
passwords, hashes them, and passes them in to the submitted
program. The autograder verifies that implementations cor-
rectly crack every password, that each password is printed
exactly once, and that no extraneous output is included. The
autograder also records the program’s runtime to maintain a
leaderboard for the fastest implementations. The two fastest
implementations receive a small amount of extra credit. This
typically leads a few students to explore some interesting de-
signs, such as hash tables for faster hash comparison. In one
case, a student wrote a data-parallel MD5 implementation
that sped up hashing by an order of magnitude.

To prepare for this lab, students read about POSIX threads
and mutexes. In-class activities that prepare for this lab in-
clude a long discussion of why threads are required for high-
performance code on modern multicore machines, as well
as some simple live-coding exercises that introduce some of
the tricks for dealing with the pthreads API. Students con-
sistently struggle with the pthread_create interface when
passing multiple parameters to a thread. POSIX threads only
accept one parameter of type void*, so multiple values have
to be loaded into a struct, with the address of the struct passed
as the thread parameter. A few students will inevitably use
the same memory to hold parameter structs for each thread,
which does not work because threads may not read their
parameters before the struct is overwritten with the next
thread’s inputs. At this point, it is helpful to pause the lab
work to go on a brief detour to discuss order violations.

2.2.1 Experience and Future Revisions
The Password Cracker lab has been particularly successful;
students seem to enjoy the small challenge of efficiently

generating all possible passwords given a formula, which
nearlymakes up for the cumbersome process required to pass
multiple parameters to a function in pthread_create. With
the exception of someminor handwringing over dealingwith
parameters, students spend most of their time strategizing
about how to divide up the work between threads, which is
the main objective of the lab. The performance challenge—
which now uses a Gradescope leaderboard so students have
immediate feedback on their standings—helps to cement the
idea that threads are useful for performance, not just logically
dividing tasks within a program.

One perennial source of confusion for this lab is synchro-
nization. Password hashes are loaded at startup, and this list
only needs to be read during the parallel password crack-
ing process, eliminating the need for any synchronization.
Some groups will inevitably design complex synchroniza-
tion schemes for their password list structures, although the
course staff are often able to catch these cases and challenge
students to defend their choice of synchronization policy.
Whether students end up synchronizing accesses or not, it
seems promising that students are thinking about concurrent
accesses to shared data so soon after first seeing threads.
Every semester, at least one student has asked about the

security implications of hashing passwords. This typically
leads to a brief discussion of cryptographic hash functions
and salting. While security is not the focus of this lab, this
discussion has been helpful for reminding students of the
importance of thinking about security in low-level software.

2.3 Parallel Data Structures Lab
The third lab in this sequence, first introduced in spring 2016,
asks students to implement three thread-safe data structures:
a stack, a queue, and a dictionary. The primary goal of this lab
is to introduce students to the complex reasoning required
to correctly synchronize concurrent accesses to shared data.
Students must implement appropriate synchronization, but
an arguably more important aspect of this lab is the design
of a synchronization policy for each of the data structures.
Testing is also an important part of this lab; asking students to
design test cases to check for correctness in a data structure
that is concurrently modified seems to push them to think
about concurrency in a new way.

The lab starter code includes interfaces for the three data
structures students must implement, but the lab does not
specify what implementation students must use. Students
almost always choose to use linked lists for the stack and
queue—some students even elect to implement that Michael–
Scott queue introduced in the course text [3]. For the dictio-
nary, students are free to choose either a hash table or tree
implementation, provided at least some accesses can proceed
in parallel. Students write and submit documentation of their
fine-grained synchronization design.

A major part of this lab is a test suite, which students must
write using the Google Test framework. The test suite must
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check whether each data structure behaves correctly when
accessed in parallel. These test suites generally make up the
majority of the code for the lab, and typically generate many
more questions than the data structures themselves.
To prepare for this lab, students have read and discussed

POSIX condition variables and semaphores, in addition to
the earlier readings on POSIX threads and mutexes. The day
prior to the lab is spent entirely on atomicity violations, order
violations, and deadlock, so students have seen at least a few
demonstrations of what can gowrongwith shared values and
how synchronization can resolve these issues. The course’s
collection of live coding demos has grown at this point to
include some simple examples with shared counters, as well
as a producer–consumer demo.

2.3.1 Experience and Future Revisions
The Parallel Data Structures lab is the oldest of the labs in this
sequence, and it is clearly ready for an update. Unlike the
other labs, this one does not include a motivating application;
this makes it particularly difficult for students to make any
inferences about how the data structures should behave in
edge cases. For example, should calling pop on an empty
stack return an empty value, or should it block until another
thread pushes a value? This question is answered in the lab
instructions, but students are better at making inferences
than remembering arbitrary policies. If the data structure
was incorporated into a larger system students could reason
their way to the expected behavior, which would both avoid
confusion and serve as a useful exercise. Another related
limitation of this lab is that, as-written, it does not require any
synchronization other than locks; this issue will be addressed
in a future offering if the lab is not entirely replaced.
Even with the limitations of the Parallel Data Structures

lab, students seem to gain some valuable experience from
this lab. Writing thread-safe data structures is good practice,
even without a larger application to motivate the work. Some
students initially plan to implement hand-over-hand locking
for stacks, which has led to interesting discussions of when
fine-grained synchronization makes sense. Our hope is to
replace this lab with a larger application that requires data
structures with a variety of synchronization primitives.

2.4 Sudoku Solver Lab
The fourth and final lab in the concurrency sequence for CSC
213 is the Sudoku Solver lab. For this lab, students implement
a data-parallel sudoku solver that runs on the GPU. The
primary objective for this lab is to introduce students to
data parallel computation. While the Password Cracker lab is
also data-parallel, there is a significant difference in thinking
required to reason about a handful of CPU threads versus
thousands of GPU threads.
Students spend the two class days prior to this lab learn-

ing the basics of CUDA programming. Assigned reading in-
cludes the first to chapters of the CUDA C Programming

Guide [4]. In addition to this assigned reading, students
complete a sequence of in-class exercises that introduce
students to CUDA’s high-level design and the interfaces
for data transfer and synchronization. These warmup ex-
ercises are included in the archive of lab materials at https:
//github.com/ccurtsinger/concurrency-labs.

Students are provided with code to load sudoku starting
boards from a text file representation, along with a set of five
input files containing between 100 and 1000000 unsolved
boards. The starter code also includes code to manage a
compact encoding of a sudoku board. Each cell is stored as a
16-bit integer, where bits 1–9 indicate whether the cell could
hold each of the digits 1–9, respectively. A cell with a value
filled in on the board is stored with just the corresponding
bit set, while a blank has all nine possible bits set.
Before starting the lab, we work as a class to design a

strategy for parallelizing the work. The design we converge
on is one that uses a single GPU thread for each cell of a board.
That thread pulls constraints to the cell from its row, column,
and group rather than pushing constraints out, which would
create the possibility for write–write races. To remove a
value from a cell’s set of possible values students can simply
mask out the bit corresponding to the digit that appears
elsewhere in the cell’s row, column, or group. The stencil
computation is run repeatedly the board is completely solved,
or until the board converges to an unsolved state where a
new solving strategy is required to finish the board.
The starter code includes logic to validate the results of

each board processed on the GPU. If a board returned from
the solver contains any incorrect cells, the program will re-
port an error. The lab instructions include counts for how
many boards in each input set can be solved using the three
constraint propagation strategies (over 99.9% of all inputs)
so students are able to quickly identify when their imple-
mentation is not working correctly.

The provided code also reports the system’s performance
in boards solved per second. While there was no offer of
extra credit for the fastest sudoku solver, an informal per-
formance competition arose among students who finished
the lab early. This gave students some additional incentive
to explore different methods of propagating constraints, al-
ternative mechanisms for transferring data to and from the
GPU, and configurations for the CUDA kernel invocation.

2.4.1 Experience and Future Revisions
The Sudoku Solver lab is the newest of the four labs in this se-
quence, but there were virtually no issues with the lab in its
first offering. This lab replaced a GPU-based n-body simula-
tion, which included little inter-thread communication. The
Sudoku Solver lab requires stencil computations that iterate
until convergence, which is a significant step up in com-
plexity beyond the parallel map required to implement the
n-body simulation. This new lab also encourages students
to think about the interactions between parallelism and data
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representation more than the previous GPU lab. Future ver-
sions of the lab could ask students to implement at least one
additional sudoku solving strategy on the GPU, although
very few groups finished the lab early so the difficulty seems
about right with the lab in its current state.
Some readers may question whether GPU programming

really belongs in an introduction to concurrency. This was,
admittedly, a question we had when first teaching this course.
However, GPU programming has consistently been identi-
fied as one of students’ favorite subjects. Several students
have said they specifically chose CSC 213 to satisfy their
systems requirement because they wanted to learn GPU pro-
gramming. In addition to satisfying student interest, GPUs
help drive home the importance of parallelism; it is much
easier to motivate the added complexity of writing paral-
lel software when that complexity results in hundred-fold
increases in performance, as we see with this lab.

3 Overall Experience
A successful introduction to concurrency should prepare
students to write software using threads, to divide work into
threads for efficient execution on parallel hardware, and to
use synchronization to correctly coordinate shared accesses
between threads. By construction, students meet each goal
as they complete the assigned labs. The Worm! lab intro-
duces task-parallelism, the Password Cracker lab introduces
data-parallelism, and the Parallel Data Structures and Sudoku
Solver labs build extend both models to include inter-thread
communication and synchronization. While individual labs
could use refinements or adjustments to better meet student
needs, the series of labs gives students a solid foundation in
concurrency from a variety of perspectives.

We also would like students to be comfortable using con-
currency in their work beyond this four-lab sequence. A
number of students have sent feedback on these labs after
some later experiences with concurrency. Several students
have used their concurrent programming skills at internships
or in full-time positions at major technology companies, and
a few have participated in research that uses or directly
applies to concurrent software soon after taking CSC 213.
Some of these reports included descriptions of surprise at
how much more comfortable the students felt using threads
than their peers from other institutions.
In addition to instructor impressions and anecdotal feed-

back, the design of CSC 213 lends itself to a quantitative
assessment. After completing the concurrency lab sequence,
students complete a final lab on distributed systems, and
then move on to a self-directed project. Students work on
projects in groups of up to three, and must identify distinct
subject areas from the course to include in their project. The
two sections in spring 2018 were asked to include two topics
from the course in their projects, while spring 2019 students
had to include three. Most of the nine listed course topics are

not concurrency-focused, but the three concurrency areas
are threads, GPUs, and synchronization. It is possible for
students to avoid using concurrency in their final projects
if they choose, so we can judge students’ comfort with con-
currency by looking at how many groups chose to include
concurrency in their final projects.
The 80 students who have completed this lab sequence

formed 30 separate project groups. Of the 30 groups, 23
(76.7%) chose to use threads, one (3.3%) chose to use the GPU,
and one used both threads and the GPU. One additional
group intended to use the GPU, but spent time fixing other
issues and did not include and GPU code in their final project.
Overall, 25 of 30 groups (83.3%) used concurrency. If students
were choosing randomly from the nine subject areas of the
course, we would expect 64.3% of groups to choose one of
the three subject areas that includes concurrency. These data
show that students have a statistically significant preference
toward including concurrency in their final projects, estab-
lished using a bootstrap with 100000 samples (p = 0.018,
α = 0.05). While these results are not sufficient to estab-
lish causality—students may just want additional practice
with concurrency—we can at least infer that students are not
deterred from using concurrency in their final projects.
Of the groups that choose to use concurrency in their fi-

nal projects, there is an interesting mix of different types
of concurrency. Fourteen groups used a task-focused model
of concurrency; projects in this category include a wide va-
riety of networked games. Five groups use a data parallel
model on either the CPU or GPU; these projects ranged
from an audio search engine to a graph database with par-
allel queries. Three groups used both approaches; one such
project was an implementation of a MapReduce system that
used threads for both computation and network connec-
tion management. Three groups have chosen particularly
challenging projects that focus on concurrency itself; these
projects were a deadlock detector, a debugger for parallel
programs, and a software transactional memory system. The
diverse set of projects using concurrency suggests that stu-
dents have a broad understanding of concurrency after com-
pleting labs that cover both task- and data-parallelism.

4 Conclusion
Concurrency is an increasingly-important component of an
undergraduate computer science education, and is a partic-
ularly difficult concept for students to grasp. The sequence
of four labs used for CSC 213 at Grinnell College introduces
students to task-parallelism, data-parallelism, POSIX threads,
GPU programming, and synchronization. Our experience
teaching this course shows that students learn these concepts
well enough to successfully apply them in their own work.
The labs and accompanying materials could be appropriate
for courses at many institutions, and are freely available at
https://github.com/ccurtsinger/concurrency-labs.

https://github.com/ccurtsinger/concurrency-labs
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